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Executive Summary 
This technology brief evaluates the performance of the Intel® Customer Response Team Data 
Center’s Lustre* systems in a multi-node test using up to 256 clients.  

The Intel Customer Response Team Data Center (CRT-DC), located in Albuquerque, New 
Mexico, runs a benchmarking data center with >800 compute nodes. The cluster, known as 
Endeavor, is regularly rebuilt with the latest hardware, and has been listed in Top 500 
SuperComputer Sites since 2006. To satisfy Endeavor’s vast storage needs, CRT-DC uses one 
commercial clustered filesystem from Panasas* as well as several Lustre* systems built in-
house from commercial-off-the-shelf (COTS) hardware. The Panasas system serves as a long 
term data repository; the Lustre systems serve as high speed scratch space. To replace the old 
SATA SSD-based Lustre filesystem in Endeavor, a new NVMe* SSD-based Lustre filesystem 
(called LFS12) was installed. Benchmarking was conducted in a multi-node test to assess the 
performance of this new filesystem.  

Performance Tests Conducted 
Access to these Lustre filesystems for performance testing was limited, as the filesystems and 
compute nodes are heavily used on a daily basis. Consequently, some testing could not be 
repeated the optimal number of times, and other applicable tests could not be conducted at 
all. 

The following tests were performed:   

(a) IOR*: Standard filesystem test (https://github.com/hpc/ior) available on all Unix* 
platforms. This test runs a cluster wide read/write test. 

(b) mdtest*: Standard filesystem test that is now part of IOR (https://github.com/hpc/ior) 
available on all Unix platforms. This test runs a cluster wide file operation test. 

Note:  The test system configurations at the end of this document apply to all performance 
claims within. 

Background on Lustre  
Lustre is a high performance cluster filesystem. Unlike more widely used SMB or NFS servers, 
Lustre differentiates between the servers that store data and servers that are responsible for 
metadata (such as filenames). This separation allows it to scale the bandwidth and the storage 
capacity in a filesystem independently, as opposed to keeping all information on a single 
system.  

  

http://www.top500.org/
http://www.top500.org/
https://github.com/hpc/ior
https://github.com/hpc/ior
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The basic layout of the Lustre systems currently in use at the CRT-DC is summarized as 
follows: 

Figure 1:  Basic Lustre Layout 

 
 

All metadata information (for Lustre experts—both MDT and MDS information) is stored on a 
server called MDS. The load and memory consumption on this system were very low, except 
when applications using a high number of files (> 10,000) were stressing the filesystem. In 
such cases, multiple metadata targets (MDTs) were employed to spread the load. The 
filesystem also used a number of servers as Object Storage Target (OST) to store the actual 
data.  

When an application attempts to write a file, it notifies the MDT. The user can decide how 
many OSTs should be used for each and every file. Based on system- and user-dependent 
configuration, the MDT determines where to place the data and instructs the Lustre client 
software which OST to use. From that point on, communication is mostly between the 
compute node and the OST. Therefore, the MDT is not subject to heavy load.  

Additionally, data exchanges between compute nodes and OSTs by means of a fast 
interconnect—such as Omni-Path—experience both low latency and high bandwidth. 

Hardware used in LSF12 
The filesystem is based on commercial-off-the-shelf (COTS) hardware (Intel two-socket 
servers using Intel® Xeon® Gold 6146 CPU @ 3.20GHz CPUs and 196 GB of memory).  

Eight MDT servers were deployed, each equipped with two 750GB Intel® Optane™ SSD DC 
P4800X in a Raid 1 configuration. Each of the 32 OSTs is equipped with four NAND-based 
Intel® SSDs DC P4510, with a capacity of 4TB each.  

Every system is equipped with a single Omni-Path adapter card. This interconnect can sustain 
a unidirectional bandwidth of up to 12 GB/s. As each NAND-based Intel® SSDs DC P4510 is 
capable of handling roughly 3 GB/s, we used four DC P4510 drives per server to match the 
capabilities of the Omni-Path interface. 
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Description of Testing Method 

General 
For this technology brief we test the filesystem performance with two standard HPC 
benchmarks, IOR and mdtest. These two suites were merged in 2017. You can downloaded 
them here: 

https://github.com/hpc/ior  

Both benchmarks are complimentary to one another other. While IOR tests the raw read and 
write bandwidth (in bytes/second), mdtest measures the file operations; i.e. how long it takes 
to create, stat and destroy a file (results are given as operations per second). That means IOR 
tests mostly the OSTs, while mdtest challenges the MDT systems. 

All client nodes are equipped with 196GB of memory. Because Linux uses all available 
memory for file caching, every client would have to read and write huge amounts of data—
typically 2 times the amount of free memory. Instead we chose to run a small application 
using malloc() and mlock() system calls, in the background of each node, to block 90% of 
the available memory. This is similar to a user program running on the nodes, thereby 
reducing the memory available for caching. 

In this case the amount of memory written/read by IOR is reduced to 64GB per node. When 
multiple processes were running on every node, the file-size per process was adjusted so that 
each node would always write the same amount per subtest. 

The filesystem LFS12 was set up with 128 OSTs (one for each NVMe device). For each OST a 
directory was created, and Lustre directed via the lfs setstripe command to use only one 
specific OST for each directory. The Lustre stripe_size was the default 1 MB.  

IOR 
IOR can handle a list of directories, rolling over if more processes than directories are used. 
With 128 entries in DIRLIST IOR would automatically assign a single directory to each IOR 
process until the number 128 is reached – even if all IOR processes are started on the same 
node. It would roll over processes beyond 128, so with 256 processes each OST would handle 
two of them. At 1024 processes, each OST would handle four.  

Thus, we used this IOR line command: 

IOR -a [POSIX/MPIIO] -r -w -F -i 3 -C -t [1m/4m] -b SIZE/NODE -o DIRLIST -F 

We ran the test three times and used the best result.  

IOR version used: 2.10.3 

  

https://github.com/hpc/ior
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mdtest 
For the mdtest benchmark we used a single directory with a stripe_count of 1, but did not 

limit the stripe_offset. That meant all OSTs were used. Due to the small file size each file 

would reside on a single OST though, as the stripe_size was still the default 1 MB. 

A first pass quickly showed that the single MDT became a bottle neck. To make parallel use of 

all 8 MDTs combined, a new directory was created: 

lfs mkdir -c 8  /lfs/lfs12/user/ALL/8mdt 

chown user /lfs/lfs12/ user /ALL/8mdt 

lfs setdirstripe -D -c 8 /lfs/lfs12/ user /ALL/8mdt 

Again we kept the load per client constant. The “number of files used” was set to 20,971,520 

per node to represent a Lustre workload for that cluster size. The size of each file was 4096 

bytes. This lead to the command line: 

mdtest -n 20971520  -d DIRECTORY -F -C -T -r -N ${COUNT} -w 4096 –u 

We ran the test three times and used the best result.  

mdtest version used: 1.8.4 
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IOR Results on Up to 256 Nodes 
IOR was run as previously described on 256 nodes.  

This produced the following results (in MiB/s): 

Table 1: IOR Results on Up to 256 Nodes and Up to Four Processes per Node 

Processes 

per Node 

Number 

of 

Processes 

Max_Read: Max_Write: 

MPIIO POSIX MPIIO POSIX 

1m 4m 1m 4m 1m 4m 1m 4m 

1 

1 1,589 1,911 7,834 2,050 1,142 1,319 1,861 1,378 

4 5,040 6,243 6,248 5,938 4,501 5,028 5,370 5,426 

8 9,886 12,040 12,369 15,132 8,913 10,063 10,557 10,614 

16 19,757 24,323 23,043 29,625 17,484 20,130 21,003 21,058 

32 37,546 45,274 46,373 44,499 33,996 38,694 41,618 41,356 

64 75,013 90,996 89,086 96,156 66,865 75,836 80,265 80,643 

128 133,382 165,576 152,431 147,750 114,362 107,135 109,107 111,019 

256 159,729 205,751 205,615 206,474 160,483 180,766 181,963 184,435 

2 

2 2,470 3,173 15,253 3,154 1,789 1,837 3,304 1,881 

8 9,547 11,440 10,534 9,391 6,483 8,300 7,503 6,491 

16 16,337 19,999 20,454 19,286 12,875 13,661 12,176 12,849 

32 34,605 41,859 39,944 46,000 25,431 26,862 25,266 25,164 

64 67,697 82,083 76,524 72,738 50,137 54,905 47,590 47,945 

128 125,188 169,863 146,255 158,125 100,088 108,372 89,386 97,722 

256 154,852 187,221 195,532 194,525 156,964 157,986 155,651 154,476 

512 165,129 205,360 206,320 206,221 167,097 204,001 191,794 193,841 

4 

4 3,594 3,910 26,413 25,623 1,918 2,242 5,753 5,784 

16 12,984 15,167 13,960 15,505 6,960 8,426 9,292 6,250 

32 26,811 30,164 26,595 30,283 12,682 12,051 12,723 12,458 

64 55,172 57,754 50,506 49,027 24,585 21,980 26,846 27,163 

128 100,188 110,667 95,366 108,833 53,516 49,373 46,061 42,294 

256 152,519 176,635 172,921 172,191 103,228 102,916 83,975 90,005 

512 164,416 205,539 205,338 204,218 170,380 175,879 165,451 169,389 

1024 165,085 210,235 211,435 210,289 167,585 207,252 195,520 194,712 
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Figure 2: IOR Write Performance for One Process per Node 

 

Figure 3: IOR Read Performance for One Process per Node 
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Figure 4: IOR Write Performance for 1, 2 and 4 Processes per Node 

 

Figure 5: IOR Read Performance for 1, 2 and 4 Processes per Node 
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mdtest Results of Up to 256 Nodes 

Table 2: mdtest - Using a Single MDT (Operations per Second) 

#processes #nodes used File_creation File_removal File_stat 

16 16 21,513 29,061 46,135 

32 32 41,267 47,341 100,921 

64 64 56,973 50,595 239,452 

128 128 57,070 52,681 232,415 

256 256 56,904 50,288 247,156 

512 256 55,991 49,530 262,929 

1024 256 56,384 49,984 261,237 

Table 3: mdtest - Using 8 MDTs (Operations per Second) 

#processes #nodes used File_creation File_removal File_stat 

16 16 26,445 31,437 54,818 

32 32 54,179 87,491 184,447 

64 64 89,775 160,418 348,325 

128 128 117,322 289,730 722,578 

256 256 125,095 442,760 1,783,007 

256 512 131,520 561,516 2,188,985 

256 1024 149,724 536,928 2,246,602 

Analysis of Results 

IOR Performance Test: 
The previous high performance filesystem on Endeavour was SATA-based on Intel SSDs. A 

detailed performance evaluation of that filesystem is publicly available. 1 The new NVMe 

based Intel® Optane™ SSD solution scaled about 8 times higher. 1  

That means at 128 clients we still achieve over 1 GB/s read and about 0.9 GB/s write for EACH 

client. At 256 nodes we still see 780 MB/s read and 700 MB/s write. This is better than a local 

SATA SSD, but with the added benefit of providing access to 240 TeraByte of storage. 

There are a number of CAE applications that typically perform better if the data are first 

copied to local temporary storage. With our new solution this step is no longer necessary as 

the cluster filesystem scales dramatically better than the previous solution. 

1. https://www.intel.com/content/dam/www/public/us/en/documents/performance-briefs/lustre-cluster-file-system-performance-
evaluation.pdf 
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MDtest File Operation: 
A single MDT/MGS equipped with two Intel® Optane™ SSD DC P4800X devices in a Raid1 

configuration can handle 50,000 file operations (250,000 for file lookup). If we divide that by 

800 nodes in the cluster, each node can submit approximately 60 file operations per second. 

In HPC there are very few applications that have bigger needs than this. Under normal 

circumstances on Endeavour the single MDT is absolutely sufficient. In rare cases, like machine 

learning applications that analyze images, the Intel Optane SSDs allow us to scale linearly to 

over 2 million file accesses per second, compared to a typical 256 node that can run 

approximately 8,000 file accesses per second, per node. 

Description of Tested Hardware and Software 

Server Hardware LFS12 Configurations 
Back end: None, OSTs contain 4 NVMe drives 
8 Meta Data Server (MDS): 

Intel® Server System R2208WFTZS-IDD  
Intel® S2600WFT Server Board 
2 x Intel® Xeon® CPU Gold 6146 CPU @ 3.20GHz 
192 GB RAM (12 x 16 GB DDR4 2666MHz DIMMs) 
BIOS: Version: SE5C620.86B.00.01.0015.110720180833 
1 OS SSD (Intel® SSD DC S3520 ) 
Intel® 100Gbps OPA 1 port PCIe x16 
2 x Intel® Optane™ SSD DC P4800X Series (750GB) 
 

32 OSS (Storage Server): 
Intel® Server System R2208WFTZS-IDD  
Intel® S2600WFT Server Board 
2 x Intel® Xeon® CPU Gold 6146 CPU @ 3.20GHz 
192 GB RAM (12 x 16 GB DDR4 2666MHz DIMMs) 
BIOS: Version: SE5C620.86B.00.01.0015.110720180833 
1 OS SSD (Intel® SSD DC S3520) 
Intel® 100Gbps OPA 1 port PCIe x16 
4 Intel® SSD DC P4510 Series (4 TB) 
 

Software Stack:  
Oracle Linux Server release 7.6 
Lustre 2.10.4 
Kernel 3.10.0-862.2.3.el7_lustre.x86_64 

Client Configurations  
Intel® R2208WFTZS-IDD platform with Intel® S2600WFT Server Board 
2 x Intel® Xeon® Platinum 8260L CPU @ 2.40GHz 
192 GB RAM (12 x 16GB 2933MHz DDR4) 
BIOS Rev SE5C620.86B.0D.01.0286.011120190816 
1 OS SSD (Intel® SSDs DC S3700 ) 
Intel® 100Gbps OPA 1 port PCIe x16 
Oracle Linux Server release 7.6 
Lustre 2.10.6 
Kernel 3.10.0-957.5.1.el7.crt1.x86_64 
OPA IFS 10.9 
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Summary 
The CRT-DC in Albuquerque compared high performance cluster filesystems based on off-
the-shelf servers with commercial solutions. 

 With current technology, it is very easy to create a cluster filesystem that can provide 
more bandwidth over Omni-Path than a single two-processor client typically found in 
modern clusters can use. 

 From the data, the performance of single clients is mostly defined by the client itself 
and not so much by the differences of the filesystem. LFS12 can easily handle over 100 
clients in parallel. 

 With the new Intel Optane SSD-based system the CRT-DC team is certain to handle the 
upcoming challenges in the next year. 

 Applications accessing >50,000 files might benefit from using multiple MDTs, but even 
in machine learning such use cases are rare. 

About the Author 
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