
High Performance Computing (HPC)
Financial Services

The full spectrum of FSI workloads benefits from the performance and 
versatility of Intel solutions.

FSI Workloads Consistently Win with 
Intel® HPC Systems

Intel for Financial Services
Intel combines an unmatched portfolio 
with a mature software ecosystem to 
help users:

• Execute with high performance 
across diverse workloads

• Maintain high-performance even 
on vast amounts of data

• Expand simulations to gain 
stronger insights

Outstanding Performance

Intel® Xeon® Platinum processors 
deliver unparalleled performance for 
your most demanding workloads, with 
12 memory channels and exceptional 
performance per watt.

Intel Xeon Gold Processors deliver 
industry-high frequencies and twice the 
system memory capacity of previous 
generations.

Only Intel Xeon processors support 
Intel® Advanced Vector Extensions 
512 (Intel® AVX-512), for 2x the work 
completed per instruction compared 
with AVX2.9

Intel® Optane™ Persistent Memory 
(Intel® Optane PMem) provides access 
to large, affordable memory capacity.

Intel Optane PMem can act as volatile 
memory (DDR socket compatible) that is 
indistinguishable from DRAM from the 
software perspective.

Intel Optane PMem can also act as non-
volatile memory to retain data, such as in 
an SSD, but with 225 times faster10 data 
access than a typical NAND-based drive.

Executive Summary
High-performance computing (HPC) is critical for workloads in the Financial 
Services Industry (FSI). Companies continually use HPC to reach accurate results 
as fast as possible to meet regulatory requirements as well as create competitive 
advantage. FSI has diverse computing requirements to address the needs arising 
from complex in-house software, diverse important workloads, optimization 
needs, power limitations, preexisting infrastructure, and use of multiple 
frameworks and programming environments.  Efficient handling of big data, 
and exploring the right places to use Artificial Intelligence (AI), have emerged as 
important dimensions for workloads as well.

FSI workloads span compute-intensive techniques, memory hungry algorithms, 
and I/O-bound workloads. Fortunately, you can implement leadership capabilities 
across FSI workloads through scalable Intel HPC systems. Intel investments 
in performance, I/O, memory, vector, and AI support have resulted in versatile 
machines with the ability to yield leadership performance across diverse 
workloads.

Performance and Versatility for FSI
Intel HPC platforms bring high performance and exceptional versatility to bear on 
a broad range of FSI workloads. We document this by showing results in derivative/
option pricing, risk analysis/compliance, and trading workloads—with a high-level 
summary in the graphs below. 
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Black-Scholes –1.39X advantage1

Black Scholes models estimate the variation over time 
of financial instruments to arrive at pricing for options 
contracts.

Risk Analysis workloads with high performance and 
versatility

Intel HPC platforms offer leadership capabilities for risk 
analysis workloads. A wide variety of examples illustrate 
this including xVA, xVA with Greeks, tick-analysis, financial 
market risk analysis, trading strategy refinement, and high 
availability market data to feed many of these algorithms.

xVA—1700X acceleration2 
Matlogica is a UK-based company specializing in software 
solutions that help accelerate Monte Carlo simulations using 
highly scalable vectorized software and automatic adjoint 
differentiation.

Matlogica has published results showing outstanding 
performance. One xVA Pricing application was accelerated by 
as much as 1770x2, and workloads that included xVA Pricing 
and Greeks together demonstrated up to 832x2 performance 
gains even when compared with another solution that also 
utilized Automatic Adjoint Differentiation (AAD).3 These 
results utilize innovative patent pending technology from 
Matlogica that takes advantage of the advanced capabilities 
in Intel Xeon Scalable Processors including Intel AVX-512.

FSI workloads that can benefit include xVA portfolio 
simulations (including with very big complex algorithms 
and implementations), model calibration jobs using Monte 
Carlo, and live-risk systems to help provide intra-day tick 
market data.

Pricing workloads—performance wins

Intel HPC platforms offer leadership performance for pricing 
workloads. Options and other derivatives are important 
financial tools that are commonly used to hedge risks, 
and take advantage of marketplace pricing anomalies via 
arbitrage. Computing valuations for options and other 
derivatives is computationally demanding because they 
derive their value from underlying assets.

Monte Carlo –2.47X advantage1 

Monte Carlo simulations yield powerful tools to study result 
distributions, for any statistical problem with numerous 
inputs that are sampled often. It is unsurprising that Monte 
Carlo simulations have numerous diverse applications. 

The same algorithm can perform very differently based on 
the problem being solved, the data inputs, code complexity, 
code design, power constraints, algorithmic approach, as well 
as system architecture. An Intel HPC system can help you 
get high performance for your Monte Carlo based workloads 
whatever your particular needs are.

Binomials – 1.90X advantage1

Binomial options pricing models trace evolution paths for 
underlying variables, such as stock prices, in discrete time.

Binomial–Intel Performance Advantages

Up to 1.66x 
Performance

Up to 1.90x 
Performance per core

Black-Scholes–Intel Performance Advantages

Up to 1.04x 
Performance

Up to 1.39x 
Performance per core

Monte Carlo–Intel Performance Advantages

Up to 2.17x 
Performance

Up to 2.47x 
Performance per core

Low Latency
Highest clock rates help  
meet your most demanding 
needs

Intel® Xeon® Gold Processors offer industry-high 
frequencies up to 4.50 GHz. High frequencies offers 
high responsiveness for your most demanding latency 
sensitive workloads.
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Learn more in the white paper “Accelerating xVA Pricing 
Applications” and the Matlogica report Open Source 
Benchmark demonstrating a leap in performance for valuation 
and AAD risk using AADC on Intel Scalable Xeon CPUs.

AI support built-in
Intel Xeon Scalable processors are built specifically for 
the flexibility to run complex AI workloads on the same 
hardware as your existing workloads.

Intel Xeon Scalable processors take embedded AI 
performance to the next level with Intel® Deep Learning 
Boost (Intel® DL Boost).

Intel Deep Learning Boost has support for common 
frameworks (TensorFlow, etc.) allow for easy access to 
the performance benefits.

The role of AI algorithms in enhancing FSI workloads is 
emerging, and Intel offers the opportunity to accelerate 
AI algorithms to meet your needs.

Learn more at Intel® DL boost online.

Time Series Analytics – 23.9x advantage4 

The performance of time-series data analysis, including 
tick-by-tick quote and trade histories, is important to many 
trading functions.  

Results reported by STAC (STAC-M3™ report KDB200603) show 
why we can anticipate that future trading analytics platforms 
will be built around a Persistent Memory Pool interconnected 
with many CPU cores.

STAC recently performed the baseline STAC-M3 
Benchmarks on a stack involving the kdb+ 4.0 database 
management system from Kx Systems5—running on a 
cluster of 10 x 2-socket Supermicro SYS-6019U-TN4RT 
servers. The database resided in 10 x 6TB of Intel Optane 
Psersistent Memory. The servers had 2 x Intel® Xeon 
Platinum 8280L processors and 12 x 512GB Intel Optane 
Persistent Memory Modules.

The Intel solution exceeds prior reported results by so much 
(peaking at 23.9 times faster4 than the previous best-known 
results), that the team published results before completing 
optimization of most of the workloads.  Amazingly, we should 
see even better results when they finish optimization of the 
entire workload.

The STAC-M3 suite of benchmarks is recognized as an 
industry standard for enterprise tick-analytics. Within 
STAC-M3:

• the Antuco benchmark represents 2x the volume of the 
NYSE Trade and Quote feed for one calendar quarter.

• the Kanaga benchmark focuses on scaling, covering five 
years of market data.

Typically, a machine configuration is expected to be high 
performance for Antuco, or Kanaga, but never both. In 
a world of tiered storage to provide affordable capacity, 
systems choices have had to include compromises. 

These recent results not only break that mold – they do it 
with multiples (all results audited by STAC):

High performance across diverse FSI workloads is demonstrated 
by results on STAC-M3™, MemVerge, xVA, STAC-A2™, and 
STAC-A3™ workloads using Intel Xeon Scalable Processors.

23.9x 33x 1700x 2.67x 11.4x
Better than 
ever before 
reported— 
on STAC-M3-
Kanaga4

Better than 
ever before 
reported—
MemVerge 
recovery times 
for a Redis 
database8

Speedup 
reported by 
Matlogica for 
xVA and 
Greeks2

More space-
efficient, 1.84x 
throughput—
on STAC-A2 
(Risk Analysis)6

Better than 
reported on 
alternate 
architecture—
on STAC-A3 
(Enterprise 
Tick-Analysis 
Accelerated)7

Remarkable Breadth in Leadership

Higher Performance per Core— 
Better than More Cores
Higher performance per core is a critical real-world 
advantage for real applications.  Key advantages that 
will matter to you include:

Amdahl’s Law:  Performance of multicore processors 
are limited according to Amdahl’s Law. Higher 
performance per core helps reduce the negative 
performance impact from Amdahl’s Law for any 
workload because no application is 100% parallel all 
the time.

Get what you pay for: when you license anything 
per-core—software or VMs, why not get as much 
performance as you can?
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• 23.9x the Kanaga best ever publicly disclosed result for 
benchmark year 2 (STAC-M3.β1.10T.YR2-MKTSNAP.TIME)5

• 20.9x the Kanaga best ever publicly disclosed result for 
benchmark year 4 (STAC-M3.β1.10T.YR4-MKTSNAP.TIME)5

• 4.3x the Antuco best ever publicly disclosed result for 
10-user market snapshot (STAC-M3.β1.10T.MKTSNAP.TIME)5

• 2.7x the Antuco best ever publicly disclosed result for 
100-user 12-day VWAB – no overlap (STAC-M3.β1.100T.
VWAB-12D.NO.TIME)5

• 1.2x the Antuco best ever publicly disclosed result for 
speedup in 100-user interval stats (STAC-M3.β1.100T.
STATS-UI.TIME)5

Quants analyze much more than today’s data.  These test 
results show that you can scale memory to meet your 
business requirements even if that is a year or more of data.  
This application of Intel Optane Persistent Memory enables a 
radical expansion in what is possible in FSI workloads.  

The complete report is available from STAC as SUT ID: 
KDB200603.

Risk Analysis—2.67 space advantage, 1.84 
throughput advantage6 

Results reported by STAC (STAC-A2 report INTC190903) set 
a new record for space efficiency (STAC-A2.β2.HPORTFOLIO.
SPACE_EFF) by 8.5% (also an Intel system).6 The advantage 
was 2.67x when compared with a similar Intel system (based 
on Intel Xeon Platinum 8280).6 The report helps enumerate 
the performance gains of Intel® Xeon® Platinum 9200 
processors over Intel® Xeon® Platinum 8200 processors. 
The advances also included 1.84x the throughput (STAC-A2.
β2.HPORTFOLIO.SPEED), 1.35x the energy efficiency 
(STAC-A2.β2.HPORTFOLIO.ENERG_EFF), and 13% more asset 
capacity (119 assets vs 105 assets) (STAC-A2.β2.GREEKS.
MAX_ASSETS).6

STAC-A2 is the technology benchmark standard based 
on financial market risk analysis. Designed by quants and 
technologists from some of the world’s largest banks, 
STAC-A2 reports the performance, scaling, quality, and 
resource efficiency of any technology stack that is able to 
handle the workload.

The complete report is available from STAC as SUT-ID: 
INTC190903.

Trading Strategy Refinement – 11.4X advantage7 

Results reported by STAC (STAC-A3 report INTC200514) 
outpaced previous CPU and GPU results.

The STAC-A3 is recognized as an industry standard benchmark 
for refinement and backtesting of trading strategies.

Compared to a solution involving 16 GPUs (SUT ID 
NVDA190425), this Intel-based solution demonstrated a 11.4x 
speedup for 1,000 simulations and 50 instruments.7 Even 
for small baskets (50 in the case of the Intel (SUT, 48 in the 
case of NVDA190425), the Intel solution performed 100,000 
simulations in significantly less time than the GPU-based 
solution performed just 10,000.7

Compared to a previous STAC report using six servers and 
with an all-flash storage array (SUT ID LEVX180608), the new 
Intel single-server solution showed:

• 4,500x the space efficiency (STAC-A3.β1.SWEEP.SPACE_EFF)7

• 1,563x speedup in max simulations for a basket of 50 
instruments in 60 minutes (STAC-A3.β1.SWEEP.MAX60)7

• 268x to 752x speedup in every other named-throughput 
benchmark7

Big data is 
approachable 
and usable in 
ways 
previously 
unimagined.

Intel Optane Persistent Memory results highlighted 
in this brief include:

• MemVerge reports an FSI customer who 
previously needed three hours to recover 500GB, 
now recovers in 2 seconds (a 5400x speedup).

• A single unified configuration beats all prior 
reported results (which relied on different 
configurations to reach peak on Kanga vs. Antuco) 
for STAC-M3:

• 23.9x the Kanaga best ever publicly disclosed 
result for benchmark year 2 (STAC-M3.β1.10T.
YR2-MKTSNAP.TIME)4

• 4.3x the Antuco best ever publicly disclosed 
result for 10-user market snapshot 
(STAC-M3.β1.10T.MKTSNAP.TIME)4

Exciting new balance for compute and memory  
that provides versatility for broad applicability, 
and the flexibility to customize the size

Performance is unleashed, as predicted by Amdahl’s 
Law, because the per-core-performance of Intel 
Xeon Scalable Processors offers great performance 
for CPU-bound regions of applications even when 
occasionally non-parallel, while serialization due to 
memory delays are reduced by Intel Optane Persistent 
Memory for memory-bound regions of applications.
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• 211x speedup for 500 instruments7

• 171x speedup for 1,024 instruments7

Strong scalability results demonstrate the ability to balance 
instruments and simulations to meet customer requirements 
in a given window of time. These were illustrated by the strong 
linearity in throughput (instrument simulations per second):

• At 10,000 simulations per instrument, throughput varied 
by only 11% while increasing the number of instruments 
by 20x, from 50 to 1,024.7

• At 100,000 simulations per instrument, throughput 
varied by only 3% while increasing the number of 
symbols by 10x, from 50 to 500.7

The complete report is available from STAC as SUT ID: 
INTC200514.

High Availability Market Data—33X advantage8 

A recent briefing from MemVerge shows recovery times for 
a Redis database being accelerated up to 33X.8 MemVerge 
summarizes their results saying “With Optane Persistent 
Memory and Memory Machine software, memory can safely 
scale out to petabytes because it is now possible to recover 
from crashes in seconds.” 8

MemVerge also reported that for one FSI customer this 
process previously took three hours to recover 500GB, and 
was reduced to only 2 seconds (a 5400x speedup7) thanks 
to Intel Optane Persistent Memory paired with their Memory 
Machine software.

Heterogeneous Future with lower TCO
Accelerators present themselves 
to programmers in many forms, 
including AVX-512, GPUs, 
and FPGAs. Programming is a 
fragmented collection of industry 
standards and proprietary 
languages (e.g., CUDA).

oneAPI offers to solve interoperability issues, 
promote open standards, and reduce TCO.

oneAPI is a cross-industry, open, standards-
based unified programming model that delivers a 
common developer experience across accelerator 
architectures—for faster application performance, 
more productivity, and greater innovation. The 
oneAPI industry initiative encourages collaboration 
on the oneAPI specification and compatible oneAPI 
implementations across the ecosystem.

Intel supports oneAPI, and has tool support for 
oneAPI currently targeting early adopters who can 
help guide Intel and the industry to a bright future 
together.

Learn more about Intel’s support at Intel oneAPI 
Toolkits and more about the standardization efforts 
at oneAPI specifications.

Read more in the MemVerge Technology Brief “Increase 
Availability with Lightning Fast In-Memory Database Crash 
Recovery”.

Intel HPC Systems for FSI – Now and the Future

Intel HPC designs are modular and can scale as needed from 
small to medium and large configurations. Unique capabilities 
come through the selecting the right combinations of Intel 
technologies including Intel® Xeon® Scalable Processors, fast 
Intel Solid State Drives (SSDs), and Intel® Optane™ Persistent 
Memory. The versatility available in Intel HPC platforms help 
preserve the value of investments in systems to support 
future innovations as well as deliver performance for the 
critical workloads we have today.

Where to Get More Information

For more information on solutions for HPC from Intel, visit 
intel.com/hpc

Solution Ingredients
Find more information on the 2nd Generation Intel® Xeon® 
Scalable processors.
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  Software and workloads used in performance tests may have been optimized for performance only on Intel microprocessors.  Performance tests, such as SYSmark and MobileMark, are mea-
sured using specific computer s…stems, components, software, operations and functions.  Any change to any of those factors may cause the results to vary.  You should consult other informa-
tion and performance tests to assist you in fully evaluating your contemplated purchases, including the performance of that product when combined with other products. For more complete 
information visit www.intel.com/benchmarks. 

  Performance results are based on testing by third parties may not reflect all publicly available security updates.  No product or component can be absolutely secure.  
  Intel does not control or audit third-party data.  You should consult other sources to evaluate accuracy.
  Results have been estimated or simulated.
  Your costs and results may vary.  
  Intel technologies may require enabled hardware, software or service activation.
  © 2020 Intel Corporation. All rights reserved. Intel and the Intel logo are trademarks of Intel Corporation in the U.S. and/or other countries.

1 Source testing done at Intel on systems configured as follows:
  AMD EPYC-7742; Platform: Super Micro; CPU Details: 64 cores; 2S; 2.25Ghz, 16x16GB 3200MHz DDR4, Hard Drive: 960GB, Model: ATA INTEL SSDSC2KB96; BIOS:1.1; SMT=Auto,, BOOST=Auto; 

Microcode: 0x8301034; Operating System: CentOS Linux 8; Kernel: 4.18.0-193.13.2.el8_2.crt1.x86_64
  Intel CLX-9242; Platform: Walker Pass; CPU Details: 48 cores; 2S; 2.30Ghz, 24*16GB, 2933MT/s Micron, Hard Drive: 1TB Model: NVMe Device (nvme); BIOS: SE5C620.8

6B.22.01.0092.121620190352; TURBO=on, SNC=disabled; Microcode: 0x500002c; Operating System: CentOS 8; Kernel: 4.18.0-193.13.2.el8_2.crt1.x86_64
  Intel CLX-9282; Platform: Walker Pass; CPU Details: 56 cores; 2S; 2.60Ghz, 24 x 16 GB 2933 DIMMs; Hard Drive: 480 GB Micron_5100_MTFD; BIOS: SE5C620.86B.2X.01.0053; Turbo=On, 

SNC=Disabled; Operating System: CentOS 7.8.2003; Kernel:3.10.0-1127.19.1.el7.x86_64
  Binomial version 1.0, compiled with Intel compiler version 19.1.2.254, tested by Intel on November 2, 2020.
  Black-Scholes version 1.3, compiled with Intel compiler version 19.1.2.254, tested by Intel on November 2, 2020.
  Monte-Carlo version 1.1, compiled with Intel compiler version 19.1.2.254, tested by Intel on November 2, 2020.
  
  2  Source: white paper “Accelerating xVA Pricing Applications” and the Matlogica report Open Source Benchmark demonstrating a leap in performance for valuation and AAD risk using AADC on 

Intel Scalable Xeon CPUs.
  3  AAD refers to Automatic Adjoint Differentiation (AAD)—a technique to numerically evaluate derivative of a function. In finance, this greatly reduces the time to calculate sensitivities of deriva-

tives prices to underlying factors, called Greeks.
  4 Source: STAC test results detailed in STAC report KDB200603.
  5  Kx Systems products include the time-series database kdb+ which is optimized for ingesting, analyzing and storing massive amounts of structured data in real time. Kdb++ users include Wall 

Street investment banks, energy, telecommunications, government, and other industries.
  6 Source: STAC test results detailed in STAC report INTC190903.
  7 Source: STAC test results detailed in STAC report INTC200514.
  8 Source: MemVerge Technology Brief “Increase Availability with Lightning Fast In-Memory Database Crash Recovery”

9 https://www.prowesscorp.com/what-is-intel-avx-512-and-why-does-it-matter/
10https://www.hpcwire.com/2020/06/18/intel-refreshes-optane-persistent-memory-adds-new-nand-ssds/
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https://www.intel.com/content/www/us/en/high-performance-computing/accelerating-xva-pricing-applications.html
https://matlogica.com/xva-benchmark-aug-2020/
https://matlogica.com/xva-benchmark-aug-2020/
https://stacresearch.com/news/KDB200603
https://stacresearch.com/news/2019/09/11/INTC190903
https://stacresearch.com/news/INTC200514
https://www.memverge.com/wp-content/uploads/2020/09/Technology-Brief_Crash-Recovery.pdf
https://www.prowesscorp.com/what-is-intel-avx-512-and-why-does-it-matter/
https://www.hpcwire.com/2020/06/18/intel-refreshes-optane-persistent-memory-adds-new-nand-ssds/

