
Artificial intelligence (AI) customer challenges:

Readying the data
The biggest roadblock to implementing a proof 
of concept (PoC) for an AI application is making 
sure the right data exists to create the model—
data scientists spend the majority of their time 
acquiring, parsing, wrangling, transforming, and 
sanitizing data, before they analyze and mine it. 
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Lengthy deployments
Enterprises are taking a long time to 
deploy models in production, often up 
to three months or longer, delaying any 
immediate business value.
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Storage needs
As AI and machine learning  
technologies mature and applications 
proliferate, they will generate vast 
amounts of data. Organizations need  
to balance storage performance, ease  
of management, and cost.
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2 Building, testing, and deploying at scale
Modern AI is evolving fast, and many enterprises are 
just beginning to explore with a PoC. As a result, there 
is a wide array of data scientist and AI developer skill 
sets, tooling, and complexity when deploying  
apps to the edge. Today, there is a big gap between  
the process that the data scientists perform, and  
what developers do to deploy the innovation.
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Customer value - AI on Microsoft Azure & Intel:

Accelerate breakthrough AI innovation
-	 Together,	Microsoft	Azure	and	Intel	offer	a	scalable	platform,	open	tools,	and	unprecedented	

hardware choice to build and train models in the cloud and then deploy intelligent apps from 
the cloud to the edge.

Memory-optimized virtual machines (VMs) 
built on Intel
-	 Microsoft	Azure	offers	a	variety	of	on-demand	Intel®	
Xeon®	processor-based	VMs	for	machine	and	deep	
learning applications.

- Featuring a high memory-to-CPU ratio, with up to 64 
vCPUs, 504 GiB of RAM, and local SSD storage (up 
to	2,400	GiB),	Azure	Ev4	and	Esv4	VMs	are	great	for	
analytics.1

-	 Powered	by	2nd	generation	Intel®	Xeon®	Platinum	
8272CL	processors	Azure	Ev4	and	Esv4	VMs	deliver	up	
to 20 percent CPU performance improvement compared 
to	their	predecessors,	the	Dv3	and	Ev3	VM	families.2 

-	 Intel®	Deep	Learning	Boost	(Intel®	DL	Boost)	extends	the 
Intel®	Advanced	Vector	Extensions	512	(Intel®	AVX-512)	
instruction	set	to	significantly	accelerate	inference	
performance for deep learning workloads optimized 
to	use	a	Vector	Neural	Network	Instruction	(VNNI).	
This	includes	image	classification,	speech	recognition,	
language translation, and object detection workloads.

-	 Accelerate	training	and	inference	on	Intel®	Xeon®	
processors with Microsoft and Intel’s jointly 
developed	Optimized	Data	Science	VM	(DSVM): 
 
•			Utilizes	Intel®	Advanced	Vector	Extensions	512	
(Intel®	AVX-512)	and	Intel®	Math	Kernel	Library	
for	Deep	Neural	Networks	(Intel®	MKL-DNN)	for	
7.7x speed-up in throughput across all standard  
CNN	topologies.3 

-	 Fast	modeling	across	Intel®	hardware	with	ONNX	
Runtime—an open-source project founded by 
Microsoft	and	supported	by	Intel: 
 
•   Optimized machine learning across nGraph 
deep	learning	compiler,	Intel®	Distribution	of	
OpenVINO™	toolkit	and	Intel	MKL-DNN.

See results faster with  
Microsoft and Intel



Intelligence at the edge  
- Azure Stack Edge brings the compute, storage, and intelligence 
of	Azure	to	the	edge	to	support	a	variety	of	use	cases,	including: 
 
•			Machine	learning	at	the	edge:	run	machine	learning	models	

close to the data source to address latency or connectivity 
issues, while transferring datasets to Azure to retrain and 
improve models.

	 •			Internet	of	Things	(IoT):	process,	sort,	and	analyze	IoT	or	 
data center data to determine what needs to be acted on  
right away, what needs to be kept and stored in the cloud,  
and what doesn’t.

-  Built on Intel, Azure Stack Edge appliances deliver Azure 
capabilities to virtually any edge location, from traditional data 
centers to harsh environments, enabling Azure customers to 
access the power of the Azure cloud wherever it’s needed. 
 
•			Powered	by	Intel®	Xeon®	Scalable	processors,	Intel®	Arria	10	
field	programmable	gate	arrays	(Intel®	Arria	10	FPGAs),	and	
Intel®	Solid	State	Drives	(Intel®	SSDs),	the	Azure	Stack	Edge	Pro	
rack-mounted appliance is optimized for conditions inside a 
data center or branch location. This helps to ensure insights 
from data are generated—fast—right at the source.

	 •			Featuring	a	built-in	Intel®	Modius™	vision	processing	unit	(VPU)	
to enable accelerated AI inferencing, the ruggedized, compact, 
and battery-operated Azure Stack Mini R is designed for some 
of the harshest environment and disconnected scenarios.



Customer case study

Bringing artificial intelligence (AI) to the factory floor 

The what:
With only a few essential camera inputs, factory AI solutions can deliver power and intelligent, 
actionable insights. Manufacturers can also get a 360-degree view of their assembly lines while 
reducing the amount of data sent over the network.   

The how:
A factory AI solution, powered by Microsoft and Intel, seamlessly integrates custom vision and 
analytics,	bringing	compute	closer	to	the	origin	of	data:
-   Azure IoT Edge provides the ability to run a custom vision model next to cameras, where the 

video data is generated.
-			ONNX	Runtime	helps	accelerate	customer	vision	models	using	the	Intel®	Distribution	of	
OpenVINO™	toolkit.

-			Microsoft	Azure	Stack	Hub	and	Azure	Stack	Edge	or	Azure	Stack	Edge	Mini	R,	powered	by	Intel®	
technologies,	offer	local	inferencing	within	factories.



Customer case study continued

The why:
-   The factory AI solution delivers immediate power and intelligent, actionable insights to the factory 

across various use cases including tracking parts, identifying defects, checking machine alignment, 
ensuring the right tools are used, and keeping employees safe.

-			This	insight	helps	to	identify	and	prevent	inefficiencies	and	equipment	failures,	ensure	manufacturing	
quality, and automate processes to reduce production time and costs. 
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Performance	varies	by	use,	configuration	and	other	factors.	Learn	more	at	www.Intel.com/PerformanceIndex .

1	https://azure.microsoft.com/en-gb/blog/new-general-purpose-and-memoryoptimized-azure-virtual-machines-with-intel-now-available/

2  https://azure.microsoft.com/en-gb/blog/new-general-purpose-and-memoryoptimized-azure-virtual-machines-with-intel-now-available/

3 https://azure.microsoft.com/en-gb/blog/intel-and-microsoft-bring-optimizations-to-deep-learning-on-azure/ 

Performance	results	are	based	on	testing	as	of	dates	shown	in	configurations	and	may	not	reflect	all	publicly	available	updates.	See	backup	for	configuration	details.	No	
product or component can be absolutely secure. 

Intel does not control or audit third-party data.  You should consult other sources to evaluate accuracy.

Intel technologies may require enabled hardware, software or service activation.

Your costs and results may vary. 
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